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Projection Pursuit Regression
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Projection Pursuit Regression

Let X be a p-dimensional predictors. Y be some target response. The
PPR function takes the form

» Wy, o 1,..., M unit p-vector (directions) unknown, ||w| =1

» g, unknown, g., (w;X ) is called a ridge function in R?

» The scalar variable V,,, = w,] X is the projection of X onto the
unit vector wy,

The parameters are {g,,wm }M_;.
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The model takes the form
M
Y = Z gm (W Xi) + €
m=1

Given data {Y;, X;},_, , the estimates are defined by

n M 2

min Y, — Z Im (OJ;;XZ‘)
=1 m=1

gm Wm £
i

Note: the PPR model is a generalization of the so-called one-hidden layer neural
network when g,,’s are assumed to be known

G (9 X) = B0 (o + 0 X) = Bino (mo + llaml| (w0 X))

where wy, = am/ ||am || is the m-th unit-vector.
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Single-index model

When m = 1 (single-index model), the parameters can be estimated via
a recursive algorithm:

1. Given w, forms v; = w ' x;, solve for g (one-dimensional
smoothing).

2. Given g, minimize the lass over w through iteration
(quasi-Newton): note that

g (WT%‘) ~g ( oldwl) +9 ( WoldTi ) (w— Wold)—r Lq

Thus Y7, (yz —g (WTxi))Q

2
o T ..

Zg’ (w‘ldxi)z <<w$dxi + MM) _ WT%‘)

' g

(woldxi)

Q
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m>1

Forward stage-wise manner: adding a pair (wm, gm) at each stage
(Forward Stagewise Algorithm 10.2). It is hinted that the backfitting
algorithm (Algorithm 9.1) may be also applied for each step m to
readjust previous g terms.

» Backfitting algorithm: for each m in turn, minimize

min (ri — gm (w;Xi))z

Im ,Wm <
i=

where r; = Y; — Zl;ﬁm a1 (wITXZ-).
» The number of terms M
» The model building stops when the next term does not appreciably
improve the fit
» Or chosen using cross-validation.
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Single Hidden Layer Neural Networks
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Single Hidden Layer Neural Networks

» Input: X = (X1, - ,X,)
> Output: ¥ = (V,---,Yk)

» Continuous outcomes: typically K = 1, but it can handle multiple

responses.
» K -class classification: Y be the probability of class k, or
Y. € {0, 1}‘

I =amo+alX,m=1,...,.M
Ap=0(Zy),m=1,....M
Th=Bro+Br Ak =1,..., K, here A= (Ay,...,An)
Vi = fu(X):=gr(T),k=1,...,K, here T = (Ty,...,Tk)

(Z1,Zs,...,Zy): pre-activation values (net input)

(A1,...,Ap): activation values (derived features)
= (T1,T5,...,Tk): pre-output values

(f1(X),..., fr(X)): output (prediction).
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1-st neuron

1-st neuron

BlA+p—~ T,

8T, T) > (7,7

neuron

input layer hidden layer output layer

Example

» p = 3: three predictors

» M = 2: two hidden units in the hidden layer
» K = 2: two output units in the output layer
» softmax output

Wei Li (Syracuse University), MAT 758 10



Activation function

o(+) is an activation function:

i.
ii.
iii.
iv.
V.

sigmoid o(v) =1/ (1 +e™")

ReLU o(v) = max(v,0)

leakyReLU o (v) = v1{v > 0} + av1{v < 0} (say, a = 0.01)
tanh (Hyperbolic Tangent) o(v) = (e —e™") /(e +e7Y)
Gaussian radial basis function

(@3 pms Am) = exp(= [z = pm |12 /22m)

See next few slides for more details.
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Output function g

The output g(T) = (...,gx(T),...) is a final transformation of the
vector of outputs 7.

» For regression, just an identity function ¢1(7) = T3, (K = 1).
» Binary classification: g1 (7") = sigmoid(71), (K = 1).
» For K-class classification, the softmax function

eTk

- 25:1 eTe’

which gives a vector of estimated probabilities.
» The vector T': logits.
» The corresponding classifier: G(X) = arg maxy, gi(T).

k=1,...|K

9 )

gr(T) =Sy :
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The complete set of parameters 6 consists of

{amo, am;m =1,2,... ., M} M(p+ 1) parameters
{Bro, Br; k =1,2,...,K} K(M + 1) parameters

> regression: L£(0) = Zszl Sy (yik — fx (2:))?
> classification: £(0) = -7, Zle yir log fr. (7;),
Yik = 1(2/1 = k‘)

» The corresponding classifier is G(z) = argmax,, fi(z).

Find minimizer of £(#) by gradient descent:

9%9—7%(:)

» gradients derived using the chain rule of differentiation
» called “back-propagation”
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A single-hidden layer NN

K outputs, squared error loss
n n K

2
O="L=33 (e i (@))*

i=1 =1 k=1

Let & = (1,2]) ) ami = 0 (e 3:) ,

a; = (a1, a2, - . . 7aMi)T7 a; = (1, a1, agi, - - - ,aMi)T
A = {Qmo, Om1, Om2s -, Qmp
Br = {Bko, Br1, Br2s - - - Brar
The derivatives are given by, for i =1,...,n,
6aﬁi; = —2(yix — fr (2:)) g1, (BR @) @ms
Ok _ i 2 (yir — fr (22)) gk (BL @i) Bemo’ (an @) Tt
Omi — m
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The “errors” (wrt net input) at the output layer and hidden layer

Otgi := OL; 0Ty = =2 (yir — fr (i) gk (By i)

K
Ozmi 1= OL;i/0Zm = 0 (), 2:) D Brm Ot

k=1

The gradients w.r.t parameters can be written as

aL;
aﬁkm

= (Otgi)ami,

In the r-th iteration,

e

a“
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Forward and Backpropagation Algorithm

At the r-th iteration:

1. Forward pass: Given current estimate ,(:), aﬁ,f), compute

aﬁfl) =0 (i?ag)) and f,gr) (x;) .

T

2. Backward pass:

ot) = 2 (g~ 17 (@) 0k (8T

K
o= =o' (2] al)) 3o By
k=1

3. Update

n
r+1 r r )\ ~ (7
0 = B - Yool
i=1

api =) =20 Y (02,07
i=1
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[ssues concerning activation functions

When there are multiple hidden layers (deeper network). . .

Exploding gradients: large error gradients accumulate, resulting in
very large updates; may be alleviated through gradient clipping.

Vanishing gradients: small error gradients accumulate, resulting in
very small (or zero!) updates; may be alleviated through careful choice
of activation functions.

» sigmoid: the output values between (0, 1), would be very near 0
when the input values are strongly negative and vice versa;
gradient almost near to zero.

» tanh: the output values between (—1,1), has stronger gradients
than sigmoid, still have vanishing gradient issues

» Relu: preserves the gradient for positive Z, thus alleviate the
vanishing gradient problem; only saturates when the input is
negative

» leaky Relu: improves upon Relu by recovering the negative region
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activiation functions
Sigmoid

tanh

e? —e % d 9
tanh(Z) = m, E tanh(Z) =1 —tanh (Z)

Rectified Linear Unit

d 1 ifZ>0
ReLu(Z) = max(Z,0), Erelu(Z) = { 0 otherwise
Leaky Rectified Linear Unit

aZ  otherwise ’ 2z [ReLu(Z) = a otherwise

LReLu(Z):{Z ifZ>0 ddZ _{1 ifZ>0
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Plots of sigmoid, tanh, ReLLu and leaky ReLu.
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Plots of the derivatives of sigmoid, tanh, ReLu and leaky ReLu.

See here for more options: https://en.wikipedia.org/wiki/Activation_function
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softmax activation

» K-categories
» an K-dimensional vector z = (21, 29, ... 2 ) (logits)
» the softmax function produces another K-dimensional vector with

values in the range [0,1]

2z 8S(2) = (p1,...,PK)

where p; .= P(y =i|z) = S(2); := ZKL:%,VJ' €l,...K.
k=1 xp
Derivatives are

Ip; _{ pi(l—p;) ifi=j
0z; —Pip; ifi#j

Note: softmax activation is one example of the so-called vector activation, as opposed
to the elementwise activations. It is most commonly used in the output layer for

multi-class classification.

Wei Li (Syracuse University), MAT 758 21



Deep Neural Networks
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Deep Neural Networks

a neuron
w.
X 2 wix+boz| 6@ —a
W3
& |
b
input layer first hidden layer

a neuron: 3 input features

» parameters
> weights: w1, w2, ws
> “bias”: b
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notations

1. For inputs x € RP (p features)

> superscript i: is a reference to the i th observation; i.e., z(!) is the
input value of the first observation.
» subscript j : is a reference to the j-th feature number; i.e., xél) is

the first observation of the second feature.
2. For network layers:

> superscript [I]: refers to layer [; i.e., 211 is the net input at layer 1.

(2]
1

» subscript j : is a reference to the node number; i.e., z;~ is the net

input at the first node in layer 2.

3. nlY denotes the number of units in the /-th layer.
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all-1 wil
[
ali-1 2
wil
ali-1

a neuron in the ¢-th layer: 3 (derived) input features
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a neuron in the I-th layer

bias unit is omitted for simplicity
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Example

Assume four features (p = 4), two observations (n = 2)

Input layer Hidden layer 1 Hidden layer 2 output layer

A three-layer neural network (two-hidden-layer neural network )
> nl0 =p pltl =3 0l =3 nbl =1.
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example: bias in layer 1

There are 3 nodes in hidden layer 1. The shape of the bias matrix bl
are ( number of nodes in layer 1 ).

The bias matrix:
pltl
1
1 1
plll — b[Q]
by
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example: weights in layer 1
A general data matrix X (n x p):

xgl) .’Egl) x}(}l)

(2) (2) (3)

T x x

X — 1 2 P

xgn) xén) 2"

The weights matrix can be represented as

1 1 1
wi!” wiy wih wp
AR [P I [
T mo, m
w3 W3y Wzo W33

> wy] to denote the vector of weights for the i-th node in the layer ¢

> wﬂ to denote the j-th coordinate of wy], i.e., the weight for the
connection from the j-th node in the layer £ — 1 to the i-th node in

the layer £.

Wei Li (Syracuse University), MAT 758
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example: pre-activation in layer 1

We have
1 1 1 1
2B LM M (1) wgl,]l w£1]2 w% w%

-
xwit :[ %2) %2) ?2) ?2)] w£]1 wg]z 3 Wy
Zy Tog ™ Tz~ Ty [l [l
3,1 3,2 3 3,4

The pre-activation at layer-1 can be written as

ZM = xw T 4 pltT (2 x 3)
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example: activation in layer 1

The activation is applied elementwise:

The activation matrix A! has the same shape as Z[!

where ¢ is an activation function (i.e., sigmoid, etc.)

Wei Li (Syracuse University), MAT 758
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example: output layer

Layer-2 can be similarly written. ..

Turn to output, considering a binary classification (sigmoid activation
in the output layer).

> input to the output layer is APl ie., (2,3).
» for some W of shape 1 x 3:

7Bl — ARy BIT
gt = U(z[?)])

g¥¥! produces a vector of two predicted values, one for each
observation.
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example: in summary

All layers can be generalized as
Zl — AUy ldr o opldm
where
[T
w

1
wg@]'l’

QT

Wy ia

» shape of Wl is (nld, nlf=1")
> shape of ZY (or Al ) is n x nld

Wei Li (Syracuse University), MAT 758

32



In summary: 3 layers

The forward propagation equations for a three-layer network for a
single observation can be represented as

A6 — 0160 6 016) — ()
all@) — g1l (zm(z'))

S0 — 06 4 R0

a2l — 4l (Z[2](i)>

LBI6) — Bl l26) 3160

alBl) = ) = g3l (2[3](¢)> 79[3]('> _ sigmoid(")
The shape of W is (nlf, nlé=1),
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In summary: general (L layers)

» A multilayer perceptron with L — 1 hidden layers (L layers):

> Input a”(z) = =.

» For {=1,---,L—1 (hidden layers),
P (z) = pld e gle—1l (x)
ol (z) = glf] (z[e](m))

where g[l] is the activation function.

» For { = L (output layer),

s (z) = plEl 4 W[L]a(L_l)(x)
f(,0) = alPl(z) = g (1 (@)

(L

where g I'is the output activation function.

» Parameters 6 : bl¥( biases ) and W ( weights ),/ =1, --

{1, W} called parameters in the /-th layer.
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L.



Combing n observations (using matrices),

W Pre-activation /1 # of paras

Layer 1 | (nfl, p) (n 1) Z0 = xw T 4 plT , [1]) (1 + p)

(n n
Layer ¢ | (nl,nf0) | (nl81) | 200 = ACTWET £ 50T | (n,nl) | nl(1 + nlt-1)
Layer L | (nF],nle=1) | (n[01) | 2 = AR-UWEIT (4T | (o nl) | ol (14 plt-1)

» In L-th layer (the output layer), then § = gl*/(ZIF]) is of shape
n x nlt,
» Depending on the output function A
> for LS and binary classification, n!*) =1
» for K-class classification, nl*) = K.
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Penalized empirical risk

For ¢ = L (output layer),

A8 () = Bl 4 W=D ()
f(z,0) = alH(z) = gl (215 ()

where gl is the output activation function.

L,(0) = % f: £ (1 (#9,0) . 5®) +r0(0)
i=1

where Q(0) is some penalty function of 8, say £; or s-penalty of the
weights.
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Loss functions (classification)

Cross-entropy (CE) loss, or log-loss, measures the performance of a
classification model whose output has a probability value between 0
and 1.

As the predicted probability diverges from the actual value the CE loss
consequently increases.

The cross-entropy loss is

K
. 1 R
H(p,p) =Yk log - = — > pilog (pr)
k k

where, pj, is the true probability distribution and py is the computed
probability distribution.
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Binary classification:
CPEross = H(p,p) = —(plog(p)+(1—p) log(1—p)) binary classification

Multi-class classification: K (> 2)-labels,

K
CELoss = H(p,p) = — Zpk log (px) multiclass classfication
k=1

Minimize the CE loss is closely related to minimizing negative
log-likelihood.
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Negative Log-likelihood (deviance)

The binomial deviance (negative loglikelihood) is

6= 150 0 () + (1) (1)

=

The K-class multinomial deviance (negative loglikelihood) is

n n K
L= 300 =255y 1o ()
ik

where y,(:) =1y = k) and g = (@%i), e ,Q&?) is a vector of
estimated probabilities for i-th observation.

Some authors simply called them binary cross-entropy and K-class cross-entropy
respectively.
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For the binary CE loss with sigmoid output function § = o(2),

Esigmoid = 7(y log(g) + (]— - y) IOg(]. - g))
aEsigmoid _ aEsigmoid @ _ (y (1 — y)

st _ et 00 (1 L0 o1 — (o)

For K-class CE loss with the softmax output § = softmax(z):

softmax = Z Yk IOg yk

8£softmax o alog yk ~
0z; Z C 0z, R

Note that y is a one-hot encoded K-dim vector.
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Stochastic Gradient Descent
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Stochastic Gradient Descent

n

£a(0) = 3£ (£ (+,0),4) + 2000)

i=1

> Let 6 := (WUl ... WIE pIL]) | Initialize <0>.
» GD update: at the t-th iteration

g<tH1> _ p<t> _ Q% Z {V@L’ (f (x(i)’ 9<t>) ,y(i)) AV, (9<t>)}
ieB

> 3 is a subset or a batch of cardinality B (batch size)
> (taken at random without replacement from training data)
> (full batch) gradient descent: B = n.
stochastic gradient descent: B = 1.
» mini batch learning: the number of batches =n/B > 1.

v
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In the mini-batch gradient descent method, the parameters are
updated based only on the current mini-batch (one step), and continue
iterating over all the mini-batches till we have seen the entire data set.

The process of iterating through the whole training dataset is referred
to as an epoch.

» number of epochs: the number of times the algorithm “sees”
the entire training data.
> So one epoch would take n/B steps.
» total number of steps: the total number of epochs multiplies
the number of batches (n/B).
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In mini-batch gradient descent, within each epoch, the following steps
are used to create minibatches

» Shuffle - Shuffle the data set (X,Y") values randomly.
» Partition - Partition the data set into the defined mini-batch size
set.

The general rule for mini-batch size is

> use 64,128,256,512, ..., i.e., a power of 2

Shuffle is usually required during the training stage, but often not
required during the test stage (or inference).

For more details:
https://weili-code.github.io/StatisticalSimulation/7__modern_optimization.html

Wei Li (Syracuse University), MAT 758 44


https://weili-code.github.io/StatisticalSimulation/7_modern_optimization.html

Backpropagation
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Backpropagation
To compute VoL (f (X,0),Y). Define error gradient

VLl = Vz[e]ﬁ(f, Y), nll x 1

» For output layer L, we compute V i) L = VZ[L]E(f, y) by direct
computation, or by applying chain rule (if gl is elementwise
function)

VoLl = (9[”), (Z[L}) ©ViL(f,y)

Note (g[L})/ (Z[L]) denotes the elementwise derivative of g[*! w.r.t.

2l elementwise.
» For{=L,L—1,...,1, we have

Vil = (Vz[e]ﬁ)(a[zil])—r, nld x plt=1l
Vg L=V 0L, %1
Vel =WV L
/
V,e-uL = (g[eil]) (Z[eil]) ®@ Ve-nL, if £>2
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vector form

The vectorized form to include all observations for gradients of
L, =213 L% (denoted by d-):

3

» dZ!Y be defined so that the i-th row of dZ¥ is (Vzmmﬁ(i))—r
> similarly for dA 1]

/
dz!" = dAlY (gm) (Zm) , shape (n,n!)
dwld = l(dZ[Z])TA[Z*U7 shape (nl, n)x (n, nlf=1)
n

1
dbl = — Tow Sums ((dZm)T> , shape (nl,1)
dAY = gz W shape (n,n[z_l])

®: elementwise operation
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Some issues in training deep NN

The objective function £(6) is nonconvex, possessing many local
minima; with deep networks, vanishing/exploding gradients are also
issues

> the choice of activation functions (seen before)

» the choice of learning rates (and optimization algorithm)
» standardization of the inputs (and activations)

» the initialization of the weights

The complexity of the model needs special attention to avoid
overfitting,

» early stopping

regularization via penalty

dropout

residual connection

data augmentation

the architecture of the network (width/depth)

vyvvyyVvyy
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